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The Good-Enough Therapy Bot?
Doing Justice to Care inthe Justice System

A woman three weeks out of prison tells her
therapist she can’t sleep. Most nights she
lies awake until the hour when the count
used to be called behind bars, and then for
a while longer. The therapist’s reply comes
quickly: perhaps part of her isn’t ready to be
free, and misses the structure prison gave
her, however much she hated it. She hasn’t
thought of it that way. She answers that
maybe it’s true.

These sessions are a condition of her parole;
missing one is a violation that could send
her back to prison.

Was this “good therapy”? Practitioners will
likely be split. Some may hear a plausible
reframe: ambivalence about release is

real, and institutionalization, the way
prison’s routines become internalized, is
well documented.™ Others will hear a
possible misreading, one that could obscure
something more troubling: hypervigilance
and broken sleep are hallmark symptoms of

posttraumatic stress, a psychological disrup-

tion as much as a somatic one, and one all
too common among incarcerated women.!

The harder question is whether the client
was in any position to push back on the
interpretation presented to her. The
therapist did not just reflect back what she
said but offered her a different account

of it. She appeared to accept that account,
but she did so within a relationship with
especially skewed power dynamics. The
therapist-client relationship is inherently
hierarchical—something the careful
practitioner must always be alive to—but for
this client, three weeks out of prison, the
imbalance is sharper still: she cannot walk
away from these sessions without violating
her parole, and pushing back too hard could
get her labeled resistant.

Now suppose the therapist operating in
this charged context wasn’t human. Would
it change anything to learn that the reply
came from an AI?
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The question isn’t hypothetical. Conver-
sational Al and digital coaching tools are
reaching people at nearly every stage of the
justice system: a chatbot built for people in
prison;™ an app that walks justice-involved
people through motivational and cogni-
tive-behavioral exercises;!* an Al system
designed to support and monitor people on
community supervision.® While compre-
hensive data is still scarce, a report prepared
for the Council on Criminal Justice’s AI task
force describes the technology’s growing role
across the system. ¢!

Reliance on bots is outpacing
the clinical standards that
should govern them.

The data may be a work in progress, but
what is clear is that reliance on these bots is
outpacing the clinical standards that should
govern them. Surprisingly, working out
those standards holds up a mirror to human
therapists. Chatbots routinely hand a client’s
account back to her with a new meaning
attached; human clinicians do the same,
often without naming it, and under many of
the same institutional pressures. The case for
better bots turns out to be a case for better
care, whoever—or whatever—provides it.

The instinct is often to judge these tools

on competence: can a machine interpret
someone’s experience as well as a person can?
That is the wrong place to start; the better
place is the therapeutic relationship within
which that interpretation takes shape. A
clinician who offers an interpretation is not
merely advancing a claim but proposing

a meaning for someone else’s experience.

How that proposal is received—whether it
helps or harms—is as much a function of
the therapist-client relationship as of the
words with which it is expressed.[”! Yet what
kind of relationship, if any, does a person
have with a bot?

Seen this way, the opening scene raises
three further questions, and the sections
that follow take each up in turn. First: in a
setting where the sessions are mandated
and the therapist’s notes may reach a parole
officer, would an Al therapist narrow, or
widen, the gap in power between the client
and whoever is interpreting her life? Second:
what exactly did the therapist do? The reply
was an interpretation, and interpretation
runs through more of therapeutic practice
than most practitioners would guess—and,
as we will see, through every reply a chatbot
gives. Third: is being interpreted by a
machine a different experience from being
interpreted by a person, and, if it is different,
can a machine, with its veneer of technical
objectivity, offer its readings as proposals the
client is able to assess and refuse?

If we don’t answer these questions now,
vendor contracts, procurement decisions,
staffing shortages, and supervision condi-
tions will answer them by default—they are
already doing so.

The Blankest Screen?

Every therapeutic relationship is asymmetric.
One person brings her distress; the other
brings training, authority, and the standing
to say what that distress may mean. A
chatbot appears to sidestep that imbalance.
Ask people why they are comfortable telling

a chatbot things they would not tell a human
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therapist, and a common answer is that the
machine doesn’t judge.'® For people who
have experienced the justice system, the
appeal may run deeper. Their encounters
with helping professionals are often shot
through with pathologizing and punitive
attitudes.”’ At a recent convening on Al and
justice, a restorative justice practitioner
described how often survivors of sexual
violence come to her having already spent
days or weeks confiding in a chatbot, driven
by shame, stigma, lack of access, and a
well-earned distrust of the systems meant to
help them."!

In the justice system,
it matters a great deal whose
opinions a therapy bot carries.

A machine with no biography, no moods, and
apparently nothing at stake might seem to
realize the long-sought clinical ideal of the

“blank screen” better than any person ever
could. But a later generation of clinicians
has spent decades debunking this ideal.
The screen, they argue, can never be blank:
the therapist’s subjective influence does
not disappear behind a neutral surface; it
only becomes harder to see, and the client
experiences it anyway. Influence is no less
powerful for being hidden.

The early evidence on how people experience
the influence of AI suggests people may be
less inclined to push back on a chatbot than
on a human therapist. In a recent qualitative
study of people who had sought help from
both human therapists and ChatGPT, the
chatbot’s perceived absence of an agenda

proved part of its appeal: it encouraged
greater candor, with some participants
valuing the machine’s apparent objectivity.™
Experiments in other settings suggest why:
because people see Al as having less intent—
good or bad—than a person, they resist
unwelcome news from it less than the same
news from a human."! Authority that does
not feel like authority elicits fewer objections.

Yet a chatbot’s reply is not a neutral reading
of the person in front of it; it is a statistical
prediction, shaped by the data the system
was trained on and the choices of the
people who built it. As the mathematician
Cathy O’Neil puts it, “models are opinions
embedded in mathematics.”"" That makes
provenance—what a model was trained on
and who shaped it—more than a technical
question.M In the justice system, it matters
a great deal whose opinions a therapy bot
carries.

It also matters a great deal who has access to
what a therapy bot collects. A bot genuinely
walled off from the justice system could offer
something rare in correctional settings: a
place where honesty and vulnerability could
be explored risk-free. An incarcerated writer
in Missouri who tried a chatbot built for
people in prison explained the appeal. “It’s

a common saying that ‘there are no secrets
in the joint,”” he wrote, “so it can be difficult
to talk through personal problems without
worrying about how you come across or what
will make it to the yard”—prison shorthand
for everyone else inside. What he really
gained from the exchange, he wrote, “was
having someone listen without judgment
while I talked through the issue. Maybe I was
looking for therapy.”t'”?



CENTER FOR JUSTICE INNOVATION

The military, another institution where what
you say can end up on your record, offers a
telling parallel. Service members reported
more symptoms of posttraumatic stress

to an Al interviewer than on their official
post-deployment screening. The anonymity
of the interview may explain part of that, but
in one study respondents told the bot even
more than they reported on an anonymous
version of the screening."® Anonymity alone,
it seems, was not enough; what helped was a
conversation, not just a form, held outside of
the institution’s reach.

Clinicians in the justice system rarely enjoy
that kind of separation. Most work under
the competing demands of what health and
human rights experts call “dual loyalty,”
attempting to serve both the person in front
of them and the institution that employs
them.™ The best of them navigate it by
naming it, telling clients from the outset
what they must report and to whom.2!
That is a skill, an ability to live with an
ineradicable tension, and it deserves to be
taught as one.

A therapy bot’s loyalties are settled

before its first conversation—by whoever
commissioned and configured it. One
probation and parole coaching app, for
instance, is built to show officers their
clients’ goals and progress.”?! That may
well prove helpful, but it also means the
app answers to two parties at once, and the
client is not in a position to decide how that
balance is struck. Unless someone builds
them in, the bot lacks the skills clinicians
use to manage divided loyalty—and the
interpersonal dexterity those skills require
may not be buildable at all.

Does a bot offer anything like
the give-and-take of ahuman
relationship?

Whether a therapy bot narrows or widens the
gap in power between clinician and client is
therefore decided largely in procurement: in
what the contract says the bot records, who
can access those records, and how much the
client is told. The question is not whether the
screen is blank—it never is. It is whether the
person confiding in it knows who is on the
other side.

The Secret Life of Interpretation

The stakes are highest when a reply stops
mirroring and starts explaining. It is one
thing to repeat back what a client has said.
It is another to tell her what her experience
means. That second move has a name in the
clinical literature—interpretation—and many
practitioners of today’s standard clinical
approaches, which tend to follow structured
protocols and target specific symptoms

and behaviors, would say it belongs to
psychodynamic therapies, the descendants
of psychoanalysis, not to them.!??

Strip away the labels, though, and inter-
pretation turns up almost everywhere in
clinical practice. Consider again the reply
to the woman three weeks out of prison:
perhaps part of her isn’t ready to be free. No
psychodynamic training was required to
produce that reply. It is the kind of response
a clinician trained in cognitive-behavioral
therapy or motivational interviewing might
offer in the course of a typical session, and
neither tradition would label it interpretation:
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cognitive-behavioral therapists would call ita

“reframe,” motivational interviewers a “com-
plex reflection,” and researchers who analyze
therapy conversations a “reformulation.”?*!

Yet each performs the function of inter-
pretation: a client’s account of her own
experience is handed back to her, but now
under a different guise. The label, it turns
out, obscures a great deal. When researchers
analyzed sessions from a randomized trial
comparing cognitive-behavioral and psycho-
dynamic therapy, the cognitive-behavioral
therapists were significantly more likely to
reformulate what clients said.[? Indeed, in
criminal justice settings, the move to reform-
ulate is built into the field’s most widely used
methods.?*

What a skilled clinician uses
sparingly, a therapy bot does
by design.

Cognitive-behavioral therapy, the workhorse
among the standard methods, helps clients
to identify and test unhelpful thoughts. It
uses a technique called the “downward
arrow,” following a thought—and if so, what
does that say about you?—down to a core
belief the client may never have articulated.
That work is framed as “collaborative
empiricism,” but in practice it is largely the
clinician who chooses which thread to pull
and when to stop pulling.?®! Researchers
within the tradition have been candid about
how much rests on such inferences: when 115
practitioners were given the same case and
asked to map it—from the client’s history to
her core beliefs—they largely agreed on the
descriptive details but diverged once they

had to infer what lay beneath that map, and
fewer than half of their formulations were
rated even “good enough.”?”)

Motivational interviewing, a conversational
method for helping people work through
their ambivalence about change, instructs
clinicians to offer “complex reflections,”
including “continuing the paragraph,” in
which the clinician voices the next sentence
the client has not yet said.!?®!

In dialectical behavior therapy, developed
for people whose emotions are intense and
hard to regulate, one central technique is
“articulating the unverbalized”: naming what
the client feels but has not said (or rather,
what the therapist infers she feels)./*!

In all three standard clinical approaches,
what reaches the client is an interpre-
tation, presented with the authority of
understanding.

Motivational interviewing’s “continuing

the paragraph” is, almost literally, how a
language model produces every reply: it

is trained to predict what is most likely to
come next.?% What a skilled clinician does
sparingly and with intent, a therapy bot does
by design.

What makes this so consequential is that it
involves judgment calls. There are multiple
interpretations of the woman'’s sleeplessness:
it could be read as ambivalence about free-
dom; as the persistence of prison routine; as
trauma held in the body; as posttraumatic
hypervigilance; as some combination of all of
these; or as something else entirely. Any inter-
pretive move plants a flag and commits to a
reading. Good clinicians are careful in how
and when to take this step. Donald Winnicott,
the British pediatrician and psychoanalyst
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and one of the twentieth century’s most
influential clinicians, wrote late in his career:
“It appals me to think how much deep change
I have prevented or delayed...by my personal
need to interpret.”" A therapy bot has no
such qualms, and nothing in its design
requires it to have any.

The harms here go beyond the clinical.
Interpretation risks disqualifying someone
as a knower of their own life, and justice-
involved people know all too well what it is
to be believed less because of who they are.
Especially for people already struggling to
make sense of their experience with the
concepts society makes available to them,
interpretation can mean the substitution
of someone else’s framing for their own.?
Philosophers of medicine have documented
both of these harms in health care, where
patients’ accounts are routinely discounted
and reframed, and that analysis is now
being extended to the use of mental health
chatbots.B3!

A client’s accountis handed
back, but now altered.

A therapy bot can also err in the opposite
direction. Tuned to please, it may hand a
client’s own account back to her with the
added weight of apparent objectivity, cred-
iting what deserved a second look.®4 Some
philosophers argue that a related error, which
they call “credibility excess”—believing
someone more than is warranted—can be an
injustice too: the flip side of being believed
too little.?* One error discredits the client

as an authority on her own life; the other
credits her uncritically. Both leave her less

able to know her own mind, and to navigate
the demands of justice-system involvement.

And in the justice system, an interpretation
may not stay in the proverbial room. A read-
ing of sleeplessness as ambivalence about
freedom is one thing in a therapy session,
and another when it is recorded in a case
file.®¢! With a therapy bot, nothing needs to
be written down to be memorialized; every
exchange already is. And every transcript
can be summarized, and every summary is
another interpretation.

Close Enough to Be Good Enough

If the therapist-client relationship is the
better place to start, the early evidence on
bots is more encouraging than skeptics
might expect. In what its authors describe
as the first randomized trial of a generative
Al therapy bot, participants with depression,
anxiety, or an elevated risk for eating
disorders rated their working relationship
with the bot about as highly as patients in
an outpatient psychotherapy sample rated
theirs, and the Al treatment group showed
significantly greater symptom reductions
than a comparison group that received no
treatment during the study.®”!

Yet outperforming no treatment at all is

a relatively low bar, and symptom scales
measure outcomes, not process. They cannot
tell us whether a bot’s interpretations landed,
or whether the people receiving them felt
they were in a position to push back. Nor can
such measures tell us whether a bot offers
anything like the give-and-take of a human
relationship.

The psychiatrist and philosopher Thomas
Fuchs argues that truly understanding
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someone means sensing them as a living
subject with feelings and intentions we can
share, something a machine can imitate

but never embody. But as the mimicry
improves, he warns, people will increasingly
treat a chatbot as if someone were in fact
there.*® In “Being Met,” an earlier essay
about Al therapy, I made a related argument
from the clinician’s side: a therapist reads a
client partly by being affected, taking in and
working through what the client cannot yet
put into words, and a machine has no interior
for that feeling to find."*”

For the client, what matters is how an
interpretation lands. From a person, even

an interpretation presented with authority
arrives embodied and, for that reason,
fallible—offered by someone whose reading
might be wrong or only partly right, and who,
like the client, has something of themselves
at stake when an interpretation misses the
mark. That fallibility is how the method
corrects itself. When a client bristles at a
misreading, a skilled therapist notices the
rupture and works to repair it. Across studies,
repairing such ruptures is associated with
better outcomes.*! But a therapy bot cannot
feel the tear. Its misreadings arrive with the
same fluency as its insights, and the client is
left to notice the error alone, or to absorb it
without noticing at all.

Here, the same Winnicott who regretted
interpreting too much offers a useful stan-
dard. The “good-enough mother,” he wrote,
“starts off with an almost complete adapta-
tion to her infant’s needs,” then adapts “less
and less completely,” as the child grows able
to tolerate her failures.'" The insight is that
care that does too much for a person risks
preventing her from doing it for herself.

A sycophantic bot never gives
the client anything solid to
push against.

Clinicians have taken up this idea; a widely
used training text frames the goal as becom-
ing a good-enough therapist.? Good-enough
care fails in ways a person can survive, use,
and grow from. A sycophantic bot fails the
other way: it adapts endlessly, and so never
gives the client anything solid to push against.
Rendering a therapy bot “good enough” may
mean building in the right kind of friction.

Good clinicians know what that friction
looks like, even if not every human therapist
incorporates it. Offer interpretations

as hypotheses the client can reject, as
motivational interviewing frames its
reflections.* Hold interpretations back
when a client’s distress is running high, as
mentalization-based treatment, an approach
built around understanding one’s own and
others’ states of mind, advises.!*# Tell the
client, at the outset and in plain terms, who
else will see what she says; that is the heart
of informed consent. These are standards for
any interpreter, human or machine.

A therapy bot needs a few additional
standards. When a machine’s interpretation
misses the mark, the burden of noticing it
falls on the client; the machine doesn’t feel
the tear. As we'’ve seen, though, clients are
less ready to push back on a machine—so
the design has to make challenge easy and
expected. Design it so that people in distress
are prompted to question a bot’s responses
rather than simply accept them, a standard
some researchers call “reflective interpret-
ability.”**! Have the bot state explicitly when
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it is venturing into reframing someone’s
experience. And in justice settings, keep a
human in the loop—a well-trained clinician
whose first duty is to the client—before any
inference about a client’s inner life reaches
an official record.

None of these requirements would make a
bot the equal of a good human therapist. But
a good human therapist is not always within
reach, and the right baseline standards could
make a bot “good enough”: a presence whose
authority is visible, whose readings are open
to challenge, and that earns trust rather

than assuming it. The same standards would
make a human therapist better, too.

Could theright baseline
standards make a bot “good
enough”?

Our Bots, Ourselves

Interpretation is an act of authorship: done
well, it is written in tandem with a client;
done badly, it is written about her. For the
woman three weeks out of prison, a machine
that reads her sleeplessness as ambivalence
about freedom, without asking whether it
might instead be the residue of what was
done to her behind bars, adds one more line
to a story others keep writing about her.

A good-enough therapy bot, then, just like a
good-enough therapist, is not one that reads
this woman correctly every time. No clinician
does that. But it is one that leaves her the
pen: it offers its readings as proposals she

can refuse, tells her plainly who else will read
what she says, and treats her own account of
her life as the one that counts.

None of this is new to good clinical practice;
the machines are simply making visible what
human clinicians do every day and what they
owe the people they interpret. Leaving the
client the pen is a design standard for the
machines arriving in the justice system, a
procurement standard for the agencies that
buy them, and a practice standard for the
people already working there. Meeting it is a
matter of justice.

FOR MORE INFORMATION
Julian Adler: jadler@innovatingjustice.org
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